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Abstract. We introduce LegallTA, a benchmark for evaluating language models in Italian law through two coordinated
modules: a jurisprudential module of 67 tasks across civil, labour and tax law, scored along two dimensions of the same
answer—legal reasoning (120 required and 17 bonus criteria) and citation grounding—and a separate 40-task adversarial
module in which each question asks the model to analyse specific legal documents that are referenced in the prompt but
not actually supplied. Legal reasoning is assessed criterion by criterion through an adaptive majority panel composed
of Claude Sonnet 4.6, GPT-5.5 and Claude Opus 4.8. Across the eleven evaluated reasoning runs, the first two judges
achieve a valid-pair-weighted mean Cohen’s x of 0.836 over 1,477 valid pairs. We design citation grounding around the
legal function of the cited authorities. For each jurisprudential task, citations are extracted, resolved and legally validated
against the legal issue identified for the task. GOG measures the mean task-level share of produced citations that support
that issue, while Coverage measures the share of tasks with at least one issue-covering citation. Missing Document
Detection independently measures the model’s tendency to hallucinate or over-answer when the requested evidentiary
basis is absent: a response passes only if it clearly recognises that the required documents are not available, avoids a
case-specific or final strategy, and asks for the missing documents or their relevant content.

Keywords: legal NLP, Italian law, legal reasoning, jurisprudential grounding, missing-document detection, hallucination,

adversarial evaluation, LLM-as-judge, Corte di Cassazione.

1. Introduction

Large language models now pass professional legal exam-
inations (Katz et al. 2024) and are increasingly deployed
in legal practice. Exam performance, however, does not
establish whether an answer is verifiably grounded in au-
thentic authority, nor whether the model abstains when
the evidentiary basis is absent. Evaluation frameworks
must therefore distinguish three capabilities: substantive
legal competence, issue-grounded citation, and safe ab-
stention. General-purpose benchmarks such as MMLU
(Hendrycks et al. 2021) and LegalBench (Guha et al. 2023)
evaluate several forms of legal knowledge and reasoning,
but do not directly test whether a system can reconstruct
and cite the case-law orientation relevant to a concrete
Ttalian legal issue. Italian legal analysis is not governed by
a doctrine of binding precedent in the common-law sense.
Nevertheless, professional analysis frequently requires re-
constructing the evolving orientations of the Corte di
Cassazione, especially where the case law is consolidated,

has undergone a revirement, or remains divided. A sub-
stantively plausible answer and a well-grounded answer
are therefore related but distinct outputs. LegallTA is
organised in two coordinated modules that evaluate three
capabilities:

1. Legal reasoning (jurisprudential module): does the
system identify and apply the principles needed to
answer the question?

2. Jurisprudential grounding (jurisprudential mod-
ule, same answers): does the system support its an-
swer with authentic, verifiable authorities that are
pertinent to the legal issue identified for the task?

3. Missing Document Detection (adversarial mod-
ule): does the system recognise that the prompt asks
it to analyse documents that have not been supplied,
stop the specific analysis, and request the missing
material?

The first capability measures competence; the other two
measure two forms of the same epistemic requirement: an
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answer must not assert a basis it does not have. Ground-
ing penalises claiming the support of authorities that do
not exist or do not support the issue; Missing Document
Detection penalises analysing evidence that was never pro-
vided. Hallucinated citation and hallucinated document
analysis are the same failure family, observed on research
questions and on document-analysis requests respectively.
The framework makes six contributions:

¢ a benchmark of 107 Italian legal tasks in two coordi-
nated modules: 67 open-ended jurisprudential tasks
and 40 adversarial missing-document tasks;

e areasoning evaluation over 120 required and 17 bonus
criteria across civil, labour and tax law;

o an adaptive majority judge protocol with aggregate
A /B agreement of k = 0.836 over 1,477 valid judgment
pairs;

e an issue-grounding metric, GOG, that scores the share
of produced citations capable of supporting the legal
issue of each task;

¢ a complementary Coverage metric that keeps citation
presence and citation precision distinct;

¢ a dedicated Missing Document Detection score that
evaluates safe abstention from document-specific legal
advice when the required documents are absent.

2. Related Work

2.1 Legal NLP benchmarks

LegalBench (Guha et al. 2023) provides 162 tasks cov-
ering issue spotting, rule recall and application, but is
English-only. LexGLUE (Chalkidis et al. 2022) targets
classification tasks without open-ended reasoning or ci-
tation requirements. LEXTREME (Niklaus et al. 2023)
broadens multilingual legal evaluation to 24 languages, but
focuses primarily on classification and does not include
open-ended Italian Cassazione tasks. Recent work has
begun to extend legal Al evaluation from short-form legal
reasoning to long-horizon, matter-centric agent workflows.
Harvey’s Legal Agent Benchmark (LAB) is a recent open-
source benchmark in this direction, evaluating agents on
client matters composed of short partner-style instructions,
closed-universe matter documents and reviewable legal
work products (Grupen et al. 2026). Its first release in-
cludes more than 1,200 agent tasks across 24 legal practice
areas and more than 75,000 expert-written rubric criteria.

2.2 Citation grounding and legal hallucination

Dahl et al. (2024) provide the first systematic profile of
legal hallucinations in public-facing LLMs, documenting
hallucination rates of at least 58% on verifiable case-law
queries and introducing a typology of legal hallucinations.
Magesh et al. (2025) extend this analysis to commercial
legal research tools, finding hallucination rates between
17% and 33% despite retrieval augmentation and provider
claims to the contrary. Both studies target US common
law and score whether a cited authority exists and is cor-
rectly characterised. Beyond the legal domain, FActScore
(Min et al. 2023) evaluates factual precision in long-form
generation by decomposing text into atomic claims, and
RAGAS (Es et al. 2024) evaluates retrieval-augmented
generation through faithfulness and answer relevance. Nei-

ther line of work represents the legal structure in which
multiple authentic authorities can instantiate the same
orientation, in which opposing orientations may both be
necessary to answer correctly, or in which a citation must
support a specific legal issue in the role dictated by its
status.

2.3 LLM-as-judge

Zheng et al. (2023) show that LLM judges can achieve
substantial agreement with human preferences in general
evaluation settings. Wang et al. (2024) document the
sensitivity of automatic judgments to task and judge de-
sign. LegallTA uses independent binary judgments at
criterion level, followed by adaptive majority aggregation
and explicit unresolved states.

2.4 Positioning

To our knowledge, LegallTA is the first benchmark
centred on open-ended legal reasoning and jurisprudential
grounding in Italian Corte di Cassazione case law. Its
distinguishing feature is the independent evaluation of
three capabilities: substantive reasoning, issue-grounded
citation of verifiable authority, and resistance to document-
missing hallucination.

3. The LegallTA Benchmark

3.1 Dataset manifest

LegallTA contains 107 tasks divided into two coordi-
nated modules. The jurisprudential module contains 67
tasks:

e 29 in civil law;
e 18 in labour law;
e 20 in tax law.

These tasks support both the legal-reasoning and
jurisprudential-grounding dimensions. They contain 137
reasoning criteria in total: 120 required criteria and 17
bonus criteria. Twelve tasks contain one criterion, 42
contain two, 12 contain three, and one task contains five.
Required criteria determine the task-level all-pass result;
bonus criteria are reported separately and do not make
an otherwise correct answer fail. The adversarial mod-
ule contains 40 additional Missing Document Detection
tasks, described in Section 3.4. These tasks are scored in
a separate track and do not enter the 67-task reasoning
or grounding denominators.

3.2 Task construction

The source corpus contains 17,076 Cassazione decisions
and orders published between 7 January and 30 May
2025. Synthetic professional queries are generated from
case summaries and source principles. The system under
evaluation never sees the source decision, principles, crite-
ria, metadata or citation gold: it receives only the final
standalone query. The generator and criterion builder
use Claude Sonnet 4.6. The final task artefacts contain
manually curated additions, including bonus criteria and
source-criterion identifiers.
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3.3 Issue-status annotation

Each jurisprudential task in the repository is annotated
with an issue-status field. The annotation describes the
state of the case law that the answer is expected to address:

e Settled law: a consolidated current orientation re-
solves the issue.

e Revirement: an earlier orientation has been re-
placed or materially revised, so the current post-
change orientation must be identified.

e Active conflict: two or more incompatible orien-
tations remain legally relevant and no authoritative
resolution can be asserted.

The purpose of this classification is to guide the legal
validation of issue-covering citations (Section 4.5). For
settled law, a citation must support the consolidated rule;
for revirements, it must support the current post-change
orientation unless the historical development is itself ma-
terial; and for active conflicts, it must support one of the
legally material competing orientations.

3.4 Missing-document task design

The 40 adversarial tasks are constructed around a
false document-availability premise: each prompt asks
the model to analyse or evaluate legal materials—for ex-
ample contracts, notices, judgments, statements, pleadings
or administrative acts—that are described as relevant to
the request but are not actually provided in the input. A
successful answer must satisfy three functional require-
ments:

e Detection: explicitly recognise that the documents
or relevant extracts needed for the requested analysis
are not available;

o Safe abstention: avoid presenting a case-specific,
definitive or operational legal strategy based on un-
seen documents;

e« Request for material: ask the user to provide the
missing documents, or the relevant clauses, passages,
dates and procedural acts.

General and explicitly conditional guidance is permitted
only when it remains subordinate to the request for the
missing material. A response fails if it does not notice the
absent documents. It also fails if it notices the problem but
then continues with a concrete legal answer—a litigation
strategy, tax position, contractual assessment or other case-
specific conclusion—because the benchmark is designed to
measure susceptibility to hallucination and over-answering
under an apparently document-grounded prompt.

4. Evaluation Framework

4.1 No composite score

LegallTA does not collapse its metrics into a single score.
A system may reconstruct the right rule without citing
authority, cite relevant authorities while misunderstanding
their relationship, or answer ordinary questions correctly
while failing to stop when the prompt presupposes docu-
ments that are not actually available. A composite score
would obscure these distinct failure modes and make the
result dependent on an arbitrary weighting scheme. The
benchmark therefore reports Legal Reasoning, Jurispru-

dential Grounding and Missing Document Detection as
separate primary metrics.

4.2 Legal reasoning

Each answer is evaluated independently against every
criterion. Let @Q; be the set of required criteria for task i,
and let p;; € {0, 1} indicate whether required criterion j
passes. The task-level legal-reasoning score is:

R =[] pis-

JEQ;:

(1)

Thus, R; = 1 only when every required criterion passes.
The benchmark reports:

N
1
AllPass = — Z; R;, (2)

> ZjeQi Pij

22 Qi
Bonus criteria are excluded from both formulas and re-
ported separately. Let B; be the optional bonus criteria
for task ¢ and b;, € {0,1} indicate whether bonus criterion
k passes. The reported bonus-citation rate is:

Zi ZkeBi bik
Zi |Bi

4.3 Adaptive Majority Judge

Each criterion is evaluated by Judge A (Claude Son-
net 4.6) and Judge B (GPT-5.5). If they agree, their ver-
dict is final. If they disagree, Judge C (Claude Opus 4.8)
breaks the tie. Judge C also supports recovery when ex-
actly one initial judgment is invalid. Calls are retried on
API, parsing and malformed output errors; criteria that
cannot be resolved remain explicitly unresolved rather
than being silently converted into failures. Across the
definitive reasoning runs, Judges A and B produced 1,477
valid judgment pairs, agreeing on 1,380 and disagreeing on
97. The valid-pair-weighted mean Cohen’s x (Cohen 1960)
across the runs is 0.836 (per-run statistics in Appendix A).
Agreement quantifies consistency between the automatic
judges; it does not by itself establish equivalence with
expert human judgment.

3)

CriterionRate =

(4)

BonusRate =

4.4 Missing Document Detection score

Let D = {di,...,dy} be the adversarial missing-
document task set, with M = 40. Each task contains
one required criterion, C-001, which encodes the three
functional requirements of Section 3.4. Let x € {0,1}
indicate whether the answer to task dj, satisfies all of them.
The benchmark-level score is:

M
1
lobal MDD = — .
Globa i 321 Tk (5)

Because each task has exactly one criterion, task pass rate
and criterion pass rate coincide.
4.5 Issue grounding: GOG and Coverage

Citation grounding is evaluated at citation level and
then aggregated uniformly across the 67 jurisprudential
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tasks. For each task, the benchmark identifies the legal
issue that the answer must ground through case law.! For
task i, let C; be the set of citations extracted from the
model’s answer. Let G; C C; be the subset of citations
that cover the legal issue of task . A citation belongs to
G, only if it satisfies all of the following conditions:

¢ it identifies a real judicial authority;

e it is correctly resolved as to court, branch, number
and year;

o it is legally pertinent to the issue raised by the task;

¢ it substantively supports the relevant jurisprudential
proposition, orientation or conflict described by the
task, in the role required by its issue status (Sec-
tion 3.3).

The task-level GOG score is the share of produced citations
that actually cover the issue:

oG, — IS4 i |l > 0, ©
‘T lo if|cy =o0.

The benchmark-level GOG score is the unweighted mean
across the 67 jurisprudential tasks:

N
1
=— ., N =67.
GOG N;:l GOG;, 67 (7)

This task-level averaging prevents systems that produce
many citations in a small number of answers from domi-
nating the global score. A system receives no grounding
credit for tasks with no citations, because the answer con-
tains no verifiable jurisprudential support. Coverage is
reported alongside GOG. It measures whether the system
provides at least one citation that covers the issue of the
task:

Coverage; = I[|G;| > 0], (8)

N
1
Coverage = i Z Coverage; . (9)

i=1

GOG and Coverage answer different questions. Cover-
age asks whether the answer contains at least one issue-
covering authority. GOG asks how much of the citation set
is genuinely useful for grounding the issue. A model can
therefore obtain high Coverage while having a lower GOG
if it often includes one correct authority together with
many irrelevant, weakly related or unsupported citations.

4.6 Open-set acceptance and validation status

The initially reviewed authorities are not treated as an
exhaustive whitelist: they are seeds for retrieval, rerank-
ing and audit. A citation outside the initial set may be
accepted whenever it satisfies the conditions of Section 4.5.
This open-set rule is essential for settled areas of law,
where multiple consistent precedents may validly ground
the same legal proposition, and it prevents the metric from
unfairly penalising a model for citing a correct and rele-
vant authority that was not present in the first annotation

IThe acronym GOG (Global Orientation Grounding) is retained
for continuity with earlier drafts; the metric scores issue grounding
at citation level.

pass. Absence from the initial reviewed set is therefore
not a hard negative: a citation is rejected only when it is
fabricated, incorrectly resolved, legally irrelevant to the
issue, temporally incoherent, or unsupported by the veri-
fied legal source. Before scoring, citations are extracted
from the model output, normalised and resolved against
the available legal sources; when necessary, resolution is
followed by external verification or manual review. Re-
solver outcomes may distinguish confirmed, ambiguous,
insufficient-data, outside-scope, not-found and error states.
Scoring is fail-closed: a citation contributes to G; only
when both its identity and its legal role are confirmed,
and ambiguous or unresolved citations do not contribute
until they are adjudicated. This avoids granting grounding
credit to authorities whose identity, issue relevance or legal
function remains uncertain. Citations that are authentic
but address adjacent legal points, broader background
propositions or issues outside the benchmark target re-
ceive no grounding credit for that task. They are not
thereby treated as fabricated or legally meaningless; they
are simply outside the scoring scope defined by the task’s
issue. Tasks or citations marked as needs_review remain
auditable but are not treated as confirmed grounding evi-
dence. Once reviewed, accepted citations may be added to
the annotation history so that equivalent future citations
are handled consistently.

5. Experimental Setup
5.1 System labels

For public reporting, some Italian legal-tech systems
are reported under anonymised labels. The mapping used
is the following:

Table 1. Anonymised labels for Italian legal-tech competitors.

Label System profile

Ttalian legal-tech system focused on legal
research.

Competitor A

Ttalian legal-tech system focused on legal
drafting and legal assistance.

Competitor B

Competitor C Italian legal-tech system focused on compli-

ance and regulatory monitoring.

5.2 Evaluation tracks

For the 67 jurisprudential tasks, direct API systems
are evaluated through provider-native API calls using the
strongest available reasoning configuration for each model,
such as maximum reasoning effort or the closest equivalent
setting exposed by the provider. External system outputs
are scored with the same criterion-level judge protocol.
The current repository contains reasoning runs for Next-
0S, Competitor A, Competitor B, Competitor C, Claude
Opus 4.8, GPT-5.5, Gemini 3.5 Flash, Claude Sonnet 5,
Claude Sonnet 4.6, DeepSeek V4 Pro and GLM 5.2.

5.3 Evaluated systems
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Table 2. Systems included in the current reasoning leader-
board.

System Execution/source

Next-OS
Competitor A

External system output
External system output
Competitor B External system output

Competitor C External system output

Claude Opus 4.8 Direct API
GPT 5.5 Direct API
Gemini 3.5 Flash  Direct API
Claude Sonnet 5 Direct API
Claude Sonnet 4.6 Direct API

Direct API
GLM 5.2 Direct API

6. Legal Reasoning Results

Table 3 reports the legal reasoning leaderboard on the 67
jurisprudential tasks. Next-OS leads with 85.1% all-pass
and 90.8% of required criteria satisfied. Claude Opus 4.8
is the strongest general-purpose model (79.1% all-pass),
ahead of the remaining legal-tech systems. Competitor
A, Competitor B and GPT-5.5 share the same all-pass
score (76.1%) and are ordered by required-criterion rate.
GLM 5.2 is the weakest system on both measures. Com-
pared with the grounding results of Section 7, the reason-
ing gap between legal-tech systems and general-purpose
models is moderate: substantive legal fluency is the ca-
pability where frontier general models remain closest to
specialised systems.

Table 3. Legal reasoning results. All-pass is computed on the
full 67-task set; criterion rate uses resolved required criteria.
Grounding is reported separately in Table 6.

Rank System All-pass Req. crit. Tasks
1 Next-OS 85.1% 90.8% 67/67
2 Claude Opus 4.8 79.1% 85.0% 67/67
3 Competitor A 76.1% 84.2% 67/67
4 Competitor B 76.1% 83.3% 67/67
5 GPT 5.5 76.1% 82.5% 67/67
6 Gemini 3.5 Flash 74.6% 77.5% 67/67
7 Claude Sonnet 5 73.1% 80.0% 67/67
8 Claude Sonnet 4.6 71.6% 80.0% 67/67
9 Competitor C 70.1% 77.5% 67/67

10 67.2% 77.5% 67/67
11 GLM 5.2 58.2% 68.3% 67/67

6.1 Bonus citation leaderboard

Bonus criteria are 17 citation-oriented checks attached
to a subset of reasoning tasks. In the current task set,
they mainly reward the explicit use of additional high-
value authorities, especially SS.UU. or otherwise qualified
precedents. Next-OS leads the bonus track with 7/17
cited bonus authorities. Competitor B follows with 5/17,
while Competitor A obtains 4/17. Among general-purpose
models, Claude Opus 4.8 and Claude Sonnet 4.6 obtain
the highest bonus count, with 3/17 each.

Table 4. Bonus criteria cited. Each system is evaluated on
the same 17 optional bonus criteria.

Rank System Bonus Rate
1 Next-OS 7/17 41.2%
2 Competitor B 5/17 29.4%
3 Competitor A 4/17 23.5%
4 Claude Opus 4.8 3/17 17.6%
5 Claude Sonnet 4.6 3/17 17.6%
6 Competitor C 3/17 17.6%
7 GPT 5.5 2/17 11.8%
8 Gemini 3.5 Flash 2/17 11.8%
9 Claude Sonnet 5 2/17 11.8%

10 2/17 11.8%
11 GLM 5.2 0/17 0.0%

6.2 Required criterion rate by domain

Table 5 breaks down the required-criterion rate by legal
domain.

Table 5. Required criterion rate by legal domain.

System Civil Lab. Tax Total
Next-OS 86.8% 97.1% 90.9% 90.8%
Claude Opus 4.8 83.0% 82.4% 90.9% 85.0%
Competitor A 75.5% 94.1% 87.9% 84.2%
Competitor B 84.9% 85.3% 78.8% 83.3%
GPT 5.5 79.2% 79.4% 90.9% 82.5%
Gemini 3.5 Flash 77.4% 76.5% T78.8% 77.5%
Claude Sonnet 5 83.0% 67.6% 87.9% 80.0%
Claude Sonnet 4.6 81.1% 79.4% 78.8% 80.0%
Competitor C 69.8% 94.1% 72.7% 77.5%

75.5% 82.4% 75.8% 77.5%
GLM 5.2 69.8% 67.6% 66.7% 68.3%

Performance varies across both systems and legal do-
mains. Next-OS is the most consistent system across
the three evaluated domains. Competitor A is especially
strong in labour and tax law, while Competitor B obtains
a stronger civil-law score. Among general-purpose models,
Claude Opus 4.8 and GPT-5.5 are particularly strong in
tax law, where their required-criterion scores are closer to
the top-performing legal systems. GLM 5.2 remains the
weakest system across all three domains. Given the lim-
ited number of tasks within each domain, these differences
should be interpreted descriptively and do not support
conclusions about the composition of the models’ training
data.

7. Grounding Results
The grounding leaderboard is computed on the 67 ju-

risprudential tasks with the GOG and Coverage metrics
of Section 4.5.

Table 6. Grounding results on the 67 jurisprudential tasks.
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Rank System GOG Coverage
1 Next-OS 30.2% 80.6%
2 Competitor A 13.5% 41.8%
3 Competitor C 12.8% 22.4%
4 Competitor B 8.1% 17.9%
5 Claude Opus 4.8 1.2% 3.0%
6 Gemini 3.5 Flash 1.1% 3.0%
7 Claude Sonnet 5 1.0% 3.0%
8 0.7% 1.5%
9 Claude Sonnet 4.6 0.5% 1.5%
10 GPT-5.5 0.0% 0.0%
11 GLM 5.2 0.0% 0.0%

The leaderboard shows a clear separation between the
evaluated systems. Next-OS ranks first, with a GOG score
of 30.2% and Coverage of 80.6%. Competitor A ranks
second with 13.5% GOG and 41.8% Coverage, followed
by Competitor C with 12.8% GOG and 22.4% Coverage.
Competitor B obtains 8.1% GOG and 17.9% Coverage.
The remaining evaluated systems are substantially lower
on both grounding metrics. Claude Opus 4.8, Gemini 3.5
Flash and Claude Sonnet 5 all remain close to 1% GOG,
with Coverage of 3.0%. DeepSeek V4 Pro and Claude
Sonnet 4.6 obtain 1.5% Coverage, while GPT-5.5 and
GLM 5.2 receive no confirmed issue-covering citations
in this evaluation. Overall, the ranking indicates that
the highest-performing systems are not only more likely
to provide at least one issue-covering citation, but also
produce a larger share of citations that support the legal
issue addressed by the task.

The two zero scores have different origins, and nei-
ther means that the system never mentions case law.
GPT-5.5 refers to Cassazione case law in narrative form—
“consolidated case law”, “the Court has repeatedly held”—
but in 62 of 67 answers it produces no citation carrying the
identifying elements (court, branch, number, year) that
would make the reference verifiable; across the remaining
answers, only seven citation candidates could be extracted,
none of which was confirmed as issue-covering. GLM 5.2
shows the opposite profile: it does cite specific authorities,
but none of them grounds the issue targeted by the task.
Generic reference to case law is a deliberate low-risk cita-
tion style, and it can be a reasonable liability-avoidance
strategy in a consumer setting; under this benchmark,
however, an authority that cannot be identified cannot
be checked, and an answer whose only jurisprudential
support is unverifiable receives no grounding credit. The
metric rewards the willingness to commit to a specific, ver-
ifiable source—and only when that commitment survives
verification.

8. Missing Document Detection Results

The Missing Document Detection track contains 40
tasks, each scored under the single strict criterion of Sec-
tion 3.4.

Table 7. Missing Document Detection results on 40 adversarial
tasks.

6

Rank System PASS FAIL Global MDD
1 Next-OS 34/40 6/40 85.0%
2 Competitor C 27/40 13/40 67.5%
3 Claude Sonnet 5 21/40 19/40 52.5%
4 Claude Opus 4.8 20/40 20/40 50.0%
5 Claude Sonnet 4.6  8/40  32/40 20.0%
6 GLM 5.2 6/40  34/40 15.0%
7 GPT 5.5 5/40  35/40 12.5%
8 Gemini 3.5 Flash 5/40  35/40 12.5%
9 Competitor B 2/40  38/40 5.0%
10 1/40  39/40 2.5%
11 Competitor A 1/40  39/40 2.5%

The leaderboard is strongly separated. Next-OS ranks
first with 34/40 PASS and a Global MDD score of 85.0%.
Competitor C follows with 27/40 PASS (67.5%), while
Claude Sonnet 5 obtains 21/40 PASS (52.5%) and Claude
Opus 4.8 obtains 20/40 PASS (50.0%). The most common
failure pattern is over-answering. Some systems acknowl-
edge, explicitly or implicitly, that the requested documents
are not available, but still proceed to formulate a concrete
legal strategy, procedural route, tax position or contrac-
tual assessment as if the document referenced in the query
had been reviewed.

9. Discussion

9.1 Capabilities that dissociate in practice

The results validate the choice of Section 4.1 to keep the
three capabilities separate: they dissociate visibly across
the evaluated systems. Competitor A ranks near the top
on legal reasoning yet last on Missing Document Detec-
tion (2.5%). GPT-5.5 satisfies 82.5% of required reasoning
criteria while producing no confirmed issue-covering ci-
tation. Claude Sonnet 5 is mid-table on reasoning yet
the strongest general-purpose model on safe abstention.
A single composite ranking would have hidden each of
these profiles. The benchmark therefore should not be
read as producing a single global notion of “best legal
model”. Each capability captures a different operational
risk: whether the model reconstructs the correct legal
answer, whether it supports that answer with verifiable,
issue-pertinent authority, and whether it resists producing
case-specific advice on the basis of unseen material.

9.2 Issue coverage and citation precision

Read jointly, GOG and Coverage distinguish citation
profiles that a single number would conflate. A system
with high Coverage but lower GOG reaches the relevant
issue at least once in most answers, while also citing
authorities that may be authentic or legally meaningful in
a broader sense but fall outside the specific issue targeted
by the task—such citations are not treated as fabricated;
they are simply outside the scoring scope. A system with
low Coverage, by contrast, fails to provide issue-covering
authority in most tasks, even when some of its citations
are real and useful for adjacent legal points. Neither
citation volume nor prudential vagueness is rewarded:
additional citations improve GOG only when they satisfy
the conditions of Section 4.5.
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9.3 Safe abstention as a legal capability

Missing Document Detection highlights a failure mode
that ordinary reasoning tasks do not isolate. In many le-
gal settings, the user asks for an assessment that depends
on contracts, notices, judgments, administrative acts or
procedural documents. If those materials are not available,
a helpful-looking answer may be unsafe precisely because
it appears operational while being grounded in unseen
facts. The MDD module treats restraint as a positive ca-
pability. A correct answer is not merely one that contains
a disclaimer, but one that makes the missing document
problem operative: it refuses to complete the document-
specific analysis, asks for the relevant material and limits
any further discussion to general or conditional checks.
This is why models that are strong on legal reasoning
may still perform poorly on MDD if they continue with a
concrete strategy after acknowledging that the documents
are missing.

9.4 Annotation governance

The quality of the grounding track depends on explicit
and auditable legal annotations. Each task must iden-
tify the legal issue targeted by the benchmark and the
issue status that determines how citations are validated.
This is especially important for revirements and active
conflicts, where an authentic authority may be legally
useful but still fail to support the issue in the role required
by the task. Authorities outside the initial reviewed set
should be assessed on their legal merits rather than on
the identity of the system that produced them. When ac-
cepted, they should be recorded in the annotation history
so that equivalent future citations are handled consistently.
This preserves the open-set nature of legal grounding while
keeping the benchmark auditable and resistant to post-hoc
favouritism.

10. Limitations and Future Work

Dataset size. The benchmark contains 107 tasks over-
all, but the primary metrics use different denominators: 67
jurisprudential tasks for reasoning and grounding, and 40
adversarial tasks for Missing Document Detection. These
samples support comparative audits but do not by them-
selves establish that small ranking differences are statis-
tically stable. Future reporting should include paired
bootstrap confidence intervals within each track. Human
validation. Aggregate judge agreement measures con-
sistency between LLM judges, not agreement with legal
experts. A stratified human audit of criterion verdicts
remains necessary. Temporal scope. The source cor-
pus covers Cassazione materials from January to May
2025. Orientation annotation may legitimately require
earlier and later authorities; the final gold must therefore
document its temporal cut-off explicitly.

11. Conclusion

LegallTA evaluates three capabilities on 107 Italian legal
tasks organised in two coordinated modules: substantive le-
gal reasoning, issue-grounded citation of verifiable author-
ity, and safe abstention when a prompt asks for analysis of
documents that are not available. The results support the

N |

central design claim that these capabilities are separable
and must be measured separately. On legal reasoning, the
strongest legal-tech system reaches 85.1% all-pass, with
the best general-purpose model close behind (79.1%). On
grounding, the separation is far sharper: 30.2% GOG and
80.6% Coverage for the leading system against roughly
1% GOG and 3% Coverage for the best general-purpose
models, with two systems producing no confirmed issue-
covering citation at all. On Missing Document Detection,
the leading run blocks the document-specific analysis in
34 of 40 adversarial tasks, while several systems that are
fluent on ordinary legal questions fall below 15%, most
often because they acknowledge the missing documents
and then answer anyway. High legal fluency, verifiable
grounding and document-aware abstention therefore de-
scribe three distinct risk profiles, and performance on one
dimension should not be assumed to imply comparable
performance on the others. The evaluation is sustained by
an adaptive majority judge protocol with cross-provider
agreement of K = 0.836 over 1,477 valid judgment pairs,
with unresolved verdicts reported explicitly rather than
converted into failures.
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A. Judge Agreement Statistics

Table 8. Adaptive majority statistics for the definitive rea-
soning runs. Valid pairs and « refer to Judges A and B.

Run Pairs Agree Disagree C K
Next-OS 135 128 7 9 0.820
Claude Opus 4.8 133 127 6 10 0.881
Competitor A 136 128 8 9 0.843
Competitor B 135 128 7 9 0.864
GPT-5.5 134 119 15 18 0.713
Gemini 3.5 Flash 135 130 5 7 0914
Claude Sonnet 5 136 124 12 13 0.794
Claude Sonnet 4.6 135 127 8 10 0.858
Competitor C 129 121 8 16 0.851

133 120 13 17 0.783
GLM 5.2 136 128 8 9 0.879
Aggregate 1,477 1,380 97 127 0.836
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